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Artificial Intelligence & Machine Learning

Numérique

IA

Données
Machine-Learning

Deep L.
Réseaux de 

Neurones

IA : programmes informatiques qui
s’adonnent à des tâches qui sont, pour
l’instant, accomplies de façon plus
satisfaisante par des êtres humains car
elles demandent des processus
mentaux de haut niveau.

Marvin Lee Minsky, 1956

N-AI (Narrow Artificial Intelligence),
dédiée à une tâche unique

̸= IA-G (IA Générale), qui remplace
l’humain dans les systèmes complexes.

Andrew Ng, 2015
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Châıne de Traitement Supervisé & Modèles

Dataset

Green

Red

Red Training Classifier

Inference
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Green Red

Promesse = construire un modèle uniquement à partir d’observations
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Châıne de Traitement Supervisé & Modèles
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Châıne de Traitement Supervisé & Modèles
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Châıne de Traitement Supervisé & Modèles

...R
aw

 Im
ag

e

Parameters 

Green

Red

Initialisation aléatoire... Et prise de décision aléatoire (au début !)
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Châıne de Traitement Supervisé & Modèles

...R
aw

 Im
ag

e

Parameters 

Green

Red
1

0

Ground Truth

Gradient Backpropagation(1986)

Mise à jour des poids

Pas de taille epsilon, nombreuses itérations sur les données
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Apprentissage/Construction vs Déployement/Exploitation

Différentes étapes en apprentissage automatique

Data

Model
selection

Parameter tuning
Optimization

Best model

Industrialization

Model Training = Intensive Computing Model exploitation = limited Computing
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Deep learning &
Apprentissage de
représentations
[Application aux données textuelles]
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Des données tabulaires au texte

Données tabulaires

Dimension fixe
Valeurs continues

⇒ Un terrain de jeu idéal pour
l’apprentissage automatique

R

G

Supervision

 pred

Features

Données textuelles

Longueurs variables
Valeurs discrètes

⇒ Complexes pour
l’apprentissage automatique

This new iPhone, what a marvel

An iPhone, What a scam!

Half the price is for the logo

Apple once again proves that perfection can be sold

How do we turn
this text data into

a table?
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IA + Texte : Trait. Auto. du Langage Naturel (TALN)

TALN = plus grande communauté scientifique en IA

Linguistique [1960-2010]

Systèmes à base de règles :

*
{like, love, 

 appreciate} * #product

*
{like, love, 

 appreciate} * #product{didn't, not,  
doesn't, don't}

*
{hate, loathe,

detest} * #product

Nécessite une expertise
humaine

Extraction de règles ⇔
données très propres

Très grande précision

Faible rappel

Système interprétable
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IA + Texte : Trait. Auto. du Langage Naturel (TALN)

TALN = plus grande communauté scientifique en IA

Apprentissage auto. [1990-2015]
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IA + Texte : Trait. Auto. du Langage Naturel (TALN)

TALN = plus grande communauté scientifique en IA

Linguistique [1960-2010] Apprentissage auto. [1990-2015]

Nécessite une expertise humaine

Extraction de règles ⇔
données très propres

+ Système interprétable

+ Très grande précision

− Faible rappel

Peu d’expertise nécessaire

Extraction statistique ⇔
robuste aux données bruitées

≈ Système moins interprétable

− Moindre précision

+ Meilleur rappel

Précision = critère d’acceptation par l’industrie

→ Lien vers les métriques
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Apprentissage de représentations pour les données textuelles

Du sac de mots aux représentations vectorielles [2008, 2013, 2016]

voiture

automobile

chat

Corpus en sac de mots

1        0    0

0        0    1

0        1    0

vo
itu

re
au

to
m

ob
ile

ch
at

d1

d2

d3

m
ot

 1

m
ot

 D... ... ...

Mêmes
distances

Espace vectoriel continu

Similarité ++

Distance ++

LeCun, Y., Bengio, Y., Hinton, G. (2015). Deep learning. Nature, 521(7553), 436-444.
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Apprentissage de représentations pour les données textuelles

Du sac de mots aux représentations vectorielles [2008, 2013, 2016]

...

The fluffy cat napped lazily in the sunbeam.
I adopted a stray cat from the shelter last week.
My cat loves to chase after toy mice.
The black cat stealthily crept through the dark alley.
I often find my cat perched on the windowsill, watching birds.
She gently stroked her cat's fur as it purred contentedly.
Our neighbor's cat frequently visits our backyard.
My cat has a preference for fish flavored cat food.
The cat stealthily stalked a mouse in the garden.
My grandmother has a collection of porcelain cat figurines.
The cat napped peacefully in the warm sunlight.

cat

fish

mouse

gardeneyes

night
birds

fluffy

grandmother

napped
food

pineapple
bicycle

telescope

keyboard
umbrella

astronaut

rainbow

guitar

ocean

 0.1
-1.3
-0.6
 1.9
 0.3
 ... 

fluffy

-0.5
-0.4
 1.1
 0.9
-1.4
 ... 

cat

 0.1
-1.3
-0.6
 1.9
 0.3
 ... 

vehicle

...

1

0

0

1

Same
Sentence

NOT
Same

Sentence
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Apprentissage de représentations pour les données textuelles

Du sac de mots aux représentations vectorielles [2008, 2013, 2016]

chat
chien

chats
chiens

bien

mauvais

meilleur

pire

Italie France
Allemagne

Rome Paris
Berlin

homme

femme
acteur

actrice il

elle sien

sienne

tu

tienroi

reine

Espace sémantique :

significations similaires
⇔

positions proches

Espace structuré :
régularités grammaticales,
connaissances de base, ...

Distributed representations of words and phrases and their compositionality, Mikolov et al. NeurIPS 2013
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Apprentissage de représentations pour les données textuelles

Du sac de mots aux représentations vectorielles [2008, 2013, 2016]

Des mots aux tokens

Machine-Learning

Continuous Vector Space

Word Piece statistical split

token
Représentation des
mots inconnus

Adaptation aux
domaines techniques

Résistance aux fautes
d’orthographe

Enriching word vectors with subword information. Bojanowski et al. TACL 2017.
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Agrégation des représentations de mots : vers l’IA générative

Génération et représentation
Nouvelle manière d’apprendre les positions des mots

The fluffy cat napped lazily in the sunbeam.

Representation
Layer

Hidden
Layer

Prediction
Layer

Vo
ca

bu
la

ry 0.0
0.1
0.6
0.0
0.1
...

Loss wrt
Ground Truth

idly

Ba
ck

-p
ro

pa
ga

tio
n

The fluffy cat napped lazily in the sunbeam.
I adopted a stray cat from the shelter last week.
My cat loves to chase after toy mice.
The black cat stealthily crept through the dark alley.
I often find my cat perched on the windowsill, watching birds.
She gently stroked her cat's fur as it purred contentedly.
Our neighbor's cat frequently visits our backyard.
The playful cat swatted at the dangling string with its paw.
My cat has a preference for fish flavored cat food.
The cat stealthily stalked a mouse in the garden.
My grandmother has a collection of porcelain cat figurines.

Corpus

Sequence to Sequence Learning with Neural Networks, Sutskever et al. NeurIPS 2014 8/60
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Inférence & Beam Search

It's raining cats and dogs

Encoder

RNN/

Trans

Token
prediction

Il

Il

pleut

RNN/

Trans

Coût élevé ≈ 1 appel / token

Principe du max de vraisemblance

Tâches historique du TALN =

Archi. spécifique / data
spécifique
Ajouter des contraintes a
posteriori dans le décodage
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Architecture Transformer : agrégation à l’état de l’art

Réseau de neurones récurrents : Transformer :

ht+1 = htW1 + xt+1W2

It's raining cats and dogs

it's raining cats and dogs

Self-attention
Matrix

Fully Connected

Tr
an

sf
or

m
er

 L
ay

er

Token
embeddings

Attention is all you need, Vaswani et al. NeurIPS 2017

Sequence to Sequence Learning with Neural Networks, Sutskever et al. NeurIPS 2014 10/60
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Un nouveau paradigme de développement depuis 2015

Jeu de données massif + architecture massive ⇒ coût d’entrâınement +++
Architecture pré-entrâınée + zéro-shot / affinage

cat dog

Encoder

Pretraining

text

Decoder

words & text
representations

Word prediction; sentence completion; ...

Pretrained Language Model Finetuned Model

Language Model

your
(small)
data

expected
target+

Adapted Language
Model

Massive corpus

= 3% 

   of the corpus

It's raining MASK and PRED
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Au bout du compte: un perroquet stochastique :)

Language
Model

Statistical Modeling of Texts

Texts spliting = tokens

Input =
 Previous tokens

D
ic
tio
na

ry

Large
entire
For
units
...
can
may
...

Iterative process = writting text

0.02
0.01
0.00
0.00
...
0.00
0.00
0.09
...
0.30

Token forecasting = 
Probabilistic model

Output =
 Predicted next tokens
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chatGPT
30 novembre, 2022

1 million d’utilisateurs en 5 jours
100 million à la fin janvier 2023
1.16 milliard en mars 2023
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Les ingrédients de chatGPT

0. Transformer + données massives (GPT)

Massive corpus

= 3%
   of the corpus

Transformer
block

Transformer
block
...

Causal pretraining

JFK died in 

GPT

1963, he was was assassinated in Dallas ...

What is the color of the sun?

GPT

Most answer yellow, but orange or red ...

Huge
Transformer
architecture

Huge 
+Filtered
dataset

Grammaire : accord singulier/pluriel, concordance des temps
Connaissances : entités, nom, lieux, dates, ...

Language Models are Few-Shot Learners, Brown et al. 2020
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Les ingrédients de chatGPT

1. Plus, c’est mieux ! (GPT)

+ plus de mots en entrée [500 ⇒ 2k, 32k, 100k]

+ plus de dim. dans l’espace des mots [500-2k ⇒ 12k]

+ plus de têtes d’attention [12 ⇒ 96]

+ plus de blocs/couches [5-12 ⇒ 96]

175 milliards de paramètres...
Qu’est-ce que cela signifie ?

1,75 · 1011 ⇒ 300 Go + 100 Go (stockage pour
l’inférence) ≈ 400 Go

GPU NVidia A100 = 80 Go de mémoire (=20k€)

Coût de (1) entrâınement : 4,6 millions € It's raining cats and dogs

word

representation
dimension

Transformer

block

Transformer

block

...

Attn word

cross-attn

head

nb
transf.
blocks
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Les ingrédients de chatGPT

2. Suivi du dialogue

Dialogue corpus

GPT

Specific training

Dialogue follow-up
Coreference resolution
Way of speaking

Données très propres Données générées/validées/classées par des humains
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Les ingrédients de chatGPT

3. Ajustement fin sur des tâches de raisonnement (±) complexes

Scaling Instruction-Finetuned Language Models
Hyung Won Chung� Le Hou� Shayne Longpre� Barret Zoph† Yi Tay†

William Fedus† Yunxuan Li Xuezhi Wang Mostafa Dehghani Siddhartha Brahma
Albert Webson Shixiang Shane Gu Zhuyun Dai Mirac Suzgun Xinyun Chen

Aakanksha Chowdhery Alex Castro-Ros Marie Pellat Kevin Robinson
Dasha Valter Sharan Narang Gaurav Mishra Adams Yu Vincent Zhao

Yanping Huang Andrew Dai Hongkun Yu Slav Petrov Ed H. Chi
Je� Dean Jacob Devlin Adam Roberts Denny Zhou Quoc V. Le

Jason Wei⇤

Google

Abstract

Finetuning language models on a collection of datasets phrased as instructions has been shown to improve
model performance and generalization to unseen tasks. In this paper we explore instruction finetuning
with a particular focus on (1) scaling the number of tasks, (2) scaling the model size, and (3) finetuning on
chain-of-thought data. We find that instruction finetuning with the above aspects dramatically improves
performance on a variety of model classes (PaLM, T5, U-PaLM), prompting setups (zero-shot, few-shot, CoT),
and evaluation benchmarks (MMLU, BBH, TyDiQA, MGSM, open-ended generation, RealToxicityPrompts).
For instance, Flan-PaLM 540B instruction-finetuned on 1.8K tasks outperforms PaLM 540B by a large margin
(+9.4% on average). Flan-PaLM 540B achieves state-of-the-art performance on several benchmarks, such as
75.2% on five-shot MMLU. We also publicly release Flan-T5 checkpoints,1 which achieve strong few-shot
performance even compared to much larger models, such as PaLM 62B. Overall, instruction finetuning is a
general method for improving the performance and usability of pretrained language models.
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Figure 1: We finetune various language models on 1.8K tasks phrased as instructions, and evaluate them on unseen tasks.
We finetune both with and without exemplars (i.e., zero-shot and few-shot) and with and without chain-of-thought,
enabling generalization across a range of evaluation scenarios.

�Equal contribution. Correspondence: lehou@google.com.
†Core contributor.
1Public checkpoints: https://github.com/google-research/t5x/blob/main/docs/models.md#flan-t5-checkpoints.
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Les ingrédients de chatGPT

3. Ajustement fin sur des tâches de raisonnement (±) complexes
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Scaling Instruction-Finetuned Language Models, Chung et al., JMLR 2024
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Les ingrédients de chatGPT

4. Instructions + classement des réponses

Question?

 A1
 A2

 A3

 A10

...

PPO

Question

 A1

 A2

 A3

 A10

Score
10

Score
prediction

 A1

6

9

1

Question?

GPT

 A1
 A2

 A3

 A10

...

Multiple
generation

PPO

Scoring

Reinforcement
learning

Base de données créée par des humains

Amélioration des réponses

... Aussi un moyen d’éviter les
sujets sensibles = censure

Training language models to follow instructions with human feedback, Ouyang et al., 2022 17/60
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Un nouveau rapport aux connaissances

Bases de données + accès en SQL

Knowledge Graphs / Différents types de liens ⇒ Inférence logique
Indexation du web / moteurs de recherche
... Loi de probabilité !
Et de nouvelles options associées (=raisonnement) orienté sur la
planification, l’exploration de solutions...

18/60
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Indexation du web / moteurs de recherche

... Loi de probabilité !
Et de nouvelles options associées (=raisonnement) orienté sur la
planification, l’exploration de solutions...

Heading

Lorem ipsum dolor sit amet,
consectetur adipisicing elit,
sed do eiusmod tempor
incididunt ut labore et
dolore magna aliqua.

ips
um

1 Query

vocabulary
Metrics

 (e.g. BM25)

Ranked list
of docs

0 0 1 0 0

Index
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Un nouveau rapport aux connaissances

Bases de données + accès en SQL
Knowledge Graphs / Différents types de liens ⇒ Inférence logique
Indexation du web / moteurs de recherche
... Loi de probabilité !

Et de nouvelles options associées (=raisonnement) orienté sur la
planification, l’exploration de solutions...

p(wt+1|wt ,wt−1,...,w1)
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Knowledge Graphs / Différents types de liens ⇒ Inférence logique
Indexation du web / moteurs de recherche
... Loi de probabilité !
Et de nouvelles options associées (=raisonnement) orienté sur la
planification, l’exploration de solutions...

Question : [...] +
think step by step

Scheduling : 
step 1 + step 2 + ...
Answer:
[...]
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GPT-4 & Multimodalité

Fusionner info. texte + image. Apprendre l’information conjointement

Exemple du VQA : Visual Question Answering (questions visuelles)

⇒ Rétropropager l’erreur ⇒ modifier les repr. des mots + l’analyse d’image
VQA : Visual Question Answering , arXiv, 2016 , A. Agrawal et al.
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chatGPT et la relation à la vérité

1 Vraisemblance = grammaire, accords,
concordance des temps, enchâınements
logiques...
⇒ Connaissances répétées

2 Prédit le mot le plus plausible...
⇒ produit des hallucinations

3 chatGPT ̸= graphes de
connaissances

4 Réponses brillantes...
Et erreurs absurdes !

+ on ne peut pas prévoir les erreurs

5 Quantification de l’incertitude peu
fiable

JFK died in 

GPT

1963, he was was assassinated in Dallas ...

Exemple : produire une bibliographie
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IA générative : comment évaluer la performance ?

Le point critique aujourd’hui

Comment évaluer par rapport à la vérité terrain ?

Comment évaluer la confiance du système / la plausibilité de la génération ?

The Ultimate Performance Metric in NLP, J. Briggs, Medium 2021
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IA générative : comment évaluer la performance ?

Le point critique aujourd’hui

Comment évaluer par rapport à la vérité terrain ?
Comment évaluer la confiance du système / la plausibilité de la génération ?

Published as a conference paper at ICLR 2019

(a) Train on FashionMNIST, Test on MNIST (b) Train on CIFAR-10, Test on SVHN

(c) Train on CelebA, Test on SVHN (d) Train on ImageNet,
Test on CIFAR-10 / CIFAR-100 / SVHN

Figure 2: Histogram of Glow log-likelihoods for FashionMNIST vs MNIST (a), CIFAR-10 vs SVHN
(b), CelebA vs SVHN (c), and ImageNet vs CIFAR-10 / CIFAR-100 / SVHN (d).

for these results. We report results only for Glow, but we observed the same behavior for RNVP
transforms (Dinh et al., 2017).

We next tested if the phenomenon occurs for other common deep generative models: PixelCNNs
and VAEs. We do not include GANs in the comparison since evaluating their likelihood is an open
problem. Figure 3 reports the same histograms as above for these models, showing the distribution of
log p(x) evaluations for FashionMNIST vs MNIST (a, b) and CIFAR-10 vs SVHN (c, d). The training
splits are again denoted with black bars, and the test splits with blue, and the out-of-distribution splits
with red. The red bars are shifted to the right in all four plots, signifying the behavior exists in spite
of the differences between model classes.

4 DIGGING DEEPER INTO THE FLOW-BASED MODEL

While we observed the out-of-distribution phenomenon for PixelCNN, VAE, and Glow, now we
narrow our investigation to just the class of invertible generative models. The rationale is that
they allow for better experimental control as, firstly, they can compute exact marginal likelihoods
(unlike VAEs), and secondly, the transforms used in flow-based models have Jacobian constraints
that simplify the analysis we present in Section 5. To further analyze the high likelihood of the
out-of-distribution (non-training) samples, we next report the contributions to the likelihood of each
term in the change-of-variables formula. At first this suggested the volume element was the primary
cause of SVHN’s high likelihood, but further experiments with constant-volume flows show the
problem exists with them as well.

Decomposing the change-of-variables objective. To further examine this curious phenomenon,
we inspect the change-of-variables objective itself, investigating if one or both terms give the out-
of-distribution data a higher value. We report the constituent log p(z) and log |@f�/@x| terms for
NVP-Glow in Figure 4, showing histograms for log p(z) in subfigure (a) and for log |@f�/@x| in
subfigure (b). We see that p(z) behaves mostly as expected. The red bars (SVHN) are clearly shifted
to the left, representing lower likelihoods under the latent distribution. Moving on to the volume
element, this term seems to cause SVHN’s higher likelihood. Subfigure (b) shows that all of the

5

Plausibilité

Published as a conference paper at ICLR 2019

J SAMPLES

(a) MNIST samples (b) FashionMNIST samples

(c) CIFAR-10 samples (d) SVHN samples

Figure 13: Samples. Samples from CV-Glow models used for analysis.

19

Entrâınement

Published as a conference paper at ICLR 2019

J SAMPLES

(a) MNIST samples (b) FashionMNIST samples

(c) CIFAR-10 samples (d) SVHN samples

Figure 13: Samples. Samples from CV-Glow models used for analysis.

19

Test

Do Large Language Models Know What They Don’t Know? , Yin et al. , ACL, 2023

Do Deep Generative Models Know What They Don’t Know? , Nalisnick et al. , ICLR, 2019
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Stabilité / Prévisibilité

Difficile d’encadrer un comportement

Impossible de prédire les bonnes / mauvaises réponses

⇒ Des modèles qui se discréditent régulièrement
Peu / pas utilisés dans les jeux vidéo

⇒ Impossible de certifier ces modèles pour des applications
critiques
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Stabilité, explicabilité... Et complexité

Sensor 1

Simple
rules

Sensor 2

Sensor d

Up/Down

Flashing
light

0

...

Vocabulary (huge)

Word sequence 

(= combination)

Aggregation

Word prediction

it's raining cats and dogs

Système simple

Tests exhaustifs des entrées/sorties

Prévisible & explicable

Grande dimension

Combinaisons non linéaires
complexes

Non prévisible & non explicable23/60
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Stabilité, explicabilité... Et complexité

Interprétabilité vs explication a posteriori

Réseaux de neurones = non interprétables (presque toujours)
trop de combinaisons à anticiper

Réseaux de neurones = explicables a posteriori (presque toujours)

[Accident Uber, 2018]

Système simple

Tests exhaustifs des entrées/sorties

Prévisible & explicable

Grande dimension

Combinaisons non linéaires
complexes

Non prévisible & non explicable23/60



Intro TALN chatGPT Limites Usages Extr. info. Approches Évaluation Concl.

Transparence : open source / poids ouverts

Puis-je le modifier ? Adaptation
Quelles données d’entrâınement ? Contamination des données /
compétences
Quelle ligne éditoriale / censure ? Accès à l’information
Pourquoi cette réponse ? Explicabilité / interprétabilité

The Foundation Model Transparency Index
Rishi Bommasani*1 Kevin Klyman*1

Shayne Longpre2 Sayash Kapoor3 Nestor Maslej1 Betty Xiong1 Daniel Zhang1

Percy Liang1

1Stanford University
2Massachusetts Institute of Technology

3Princeton University

Stanford Center for Research on Foundation Models (CRFM)
Stanford Institute for Human-Centered Arti�cial Intelligence (HAI)

Foundation models have rapidly permeated society, catalyzing a wave of generative AI applications
spanning enterprise and consumer-facing contexts. While the societal impact of foundation models is
growing, transparency is on the decline, mirroring the opacity that has plagued past digital technologies
(e.g. social media). Reversing this trend is essential: transparency is a vital precondition for public
accountability, scienti�c innovation, and e�ective governance. To assess the transparency of the founda-
tion model ecosystem and help improve transparency over time, we introduce the Foundation Model
Transparency Index. The 2023 Foundation Model Transparency Index speci�es 100 �ne-grained
indicators that comprehensively codify transparency for foundation models, spanning the upstream
resources used to build a foundation model (e.g. data, labor, compute), details about the model itself
(e.g. size, capabilities, risks), and the downstream use (e.g. distribution channels, usage policies, a�ected
geographies). We score 10 major foundation model developers (e.g. OpenAI, Google, Meta) against the
100 indicators to assess their transparency. To facilitate and standardize assessment, we score developers
in relation to their practices for their �agship foundation model (e.g. GPT-4 for OpenAI, PaLM 2 for
Google, Llama 2 for Meta). We present 10 top-level �ndings about the foundation model ecosystem: for
example, no developer currently discloses signi�cant information about the downstream impact of its
�agship model, such as the number of users, a�ected market sectors, or how users can seek redress for
harm. Overall, the Foundation Model Transparency Index establishes the level of transparency today to
drive progress on foundation model governance via industry standards and regulatory intervention.
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Coûts / Frugalité

# Paramètres

1998 LeNet-5 = 0,06M

2011 Senna = 7,3M

2012 AlexNet = 60M

2017 Transformer = 65M / 210M

2018 BERT = 110M / 340M

2019 GPT2 = 1 500M

2020 GPT3 = 175 000M
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Comportements différents, coûts différents
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Comportements différents, coûts différents

Des coûts différents selon les utilisateurs / les langues

It's raining cats and dogs

Transformer
block

Transformer
block

...

Attn word
cross-attn
head

nb
transf.
blocks
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Tout ce qui dépasse les capacités / l’entrâınement du LLM

Calculs simples
(multiplication, division)

Générer des noms d’animaux en n
syllabes (en cours)

Jouer aux échecs

Suivre un raisonnement causal
(complexe)

...
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Trois questions pour cadrer les usages

Rephrasing vs Creating

Creating vs Extracting

One LLM vs 
Multiple LLMs & tools
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(1) Reformuler vs créer du contenu

Reformuler j’apporte le contenu Créer le modèle apporte le contenu

Traduire/relire un paragraphe

Reformuler : style, ton, -10%

Paragraphe à partir de mes puces

Compte-rendu depuis mes notes

Lettre de motivation : CV + offre

Tableaux, OCR, LATEX/Excel

Le résumé de mon propre article

Trouver l’inspiration [page blanche]

Proposer un plan, un acronyme

Répondre là où je ne sais pas

Tester une idée, ses faiblesses

Rédiger sur un sujet donné
mais non détaillé

Rédiger une relecture, un état de l’art
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(1) Reformuler : exemples

Construire une lettre de recommandation

CV
Sujet

[Tâche]
Etudiant rencontré...
qualités ...
résultats marquant

Prompt

LLM

Compte-rendu de réunion

Transcription Résumé/CR
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(1) Questions éthiques

Reformuler Créer

Le contenu est le mien. Le modèle touche
à la forme.

→ Suis-je toujours l’auteur ? oui

→ Dois-je le déclarer ?
comme un correcteur ? un traducteur
?

→ Vrai risque = distorsion silencieuse
une nuance perdue, une précaution

effacée

→ Vrai risque = confidentialité
texte inédit envoyé sur un serveur

Le contenu vient du modèle, i.e. d’un
corpus que je n’ai pas choisi.

→ Suis-je toujours l’auteur responsable ?
oui

→ Qui dois-je citer ?
le modèle n’a pas de source

→ Vrai risque = hallucination
plausible, bien écrit, faux

→ Vrai risque = uniformisation de la
pensée
l’idée la plus probable, pas la meilleure

⇒ Même outil, même zone de saisie, deux débats totalement différents.
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(2) Créer ex-nihilo vs extraire de l’information

Ex-nihilo mémoire paramétrique Extraction le document est fourni

La réponse est dans les poids

JFK est mort en... ⇒ réponse probabiliste

Pas de source, pas de traçabilité

Figé au moment de l’entrâınement

⇒ hallucination (mesure de factualité)

La réponse est dans l’entrée

Le modèle localise, il n’invente pas

La source est connue par construction

À jour = aussi frais que le document

⇒ vérifiable (mesure de fidélité)
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(2) Créer ex-nihilo vs extraire de l’information
Ex-nihilo mémoire paramétrique Extraction le document est fourni

La réponse est dans les poids

JFK est mort en... ⇒ réponse probabiliste

Pas de source, pas de traçabilité

Figé au moment de l’entrâınement

⇒ hallucination (mesure de factualité)

JFK died in 

GPT

1963, he was was assassinated in Dallas ...

La réponse est dans l’entrée

Le modèle localise, il n’invente pas

La source est connue par construction

À jour = aussi frais que le document

⇒ vérifiable (mesure de fidélité)

⇒ Même question, même interface... mais une seule des deux est vérifiable.
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(2) LLMs ⇒ RAG : mémoire vs extraction d’information

Poser des questions à ChatGPT... Un usage surprenant !
Mais est-ce raisonnable ? [Une vraie question ouverte (!)]

LLM

Request

Offline model,
no index/no sourcing

Most answer yellow, but orange or red ...

What is the color of the sun?

Word-by-word Generation

Internet

No Guarantee,
No Sourcing
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(2) LLMs ⇒ RAG : mémoire vs extraction d’information

LLM

Request

Most answer yellow, but orange or red ...

What is the color of the sun?

Mix Extraction/Generation

Intranet /
Internet

+ sourcing as in QA

1

2

RAG : Retrieval-Augmented Generation
Taille d’entrée limitée (2k, 32k, 200k tokens)
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(2) Dans un contexte scientifique

Le RAG en contexte scientifique
devrait s’appeler bibliographie !

Consensus, Scopus.ai, opscidia, ...
⇒ excellente synthèse + analyse... Sur quels articles ?

NotebookLM : choisissez vos articles (jusqu’à 50)...
Puis lancez la discussion

⇒ analyse, regroupement thématique, comparaison, ...

Pour dialoguer avec un manuscrit...
Il est trop long pour un LLM

⇒ encore du RAG !

Puis-je être un (bon) scientifique sans veille IA ?
Mon métier est-il menacé ?
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(3) Des LLMs aux agents
LLM un outil que je tiens Agent un système qui agit

Une question → une réponse

Je lis, je juge, je garde ou je jette

Le modèle produit du texte

Aucun effet sur le monde

Efficace sur de petites tâches

⇒ validation humaine à chaque étape

Un objectif → une châıne d’actions

Appels d’outils, boucles, essais

Le modèle produit des actions
requêtes, fichiers, emails, code

Effets sur le monde

⇒ validation humaine à la fin, au mieux
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(3) Toolformer : quand le LLM fait appel à des outils

Le LLM [2023] :

1 Identifie ses propres faiblesses

2 Appelle des outils/API pour mieux
répondre

⇒ Sources de données contrôlées (SQL,
Wikipédia) = RAG++ ; calculatrice ;
traducteur ; moteur de calcul spécialisé

Le LLM au cœur du système
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Le protocole MCP

Interfaçage avec les LLMs
(distants ou locaux)

Lien avec les applications
(emails, sites web, messagerie,
agenda)

⇒ Interfaçage des LLMs = le socle
technique des agents... et de bien
d’autres applications

MCP = utiliser une API en langage
naturel
Openclaw : encapsule de nombreuses
fonctions de l’ordinateur dans une API
appelable par un LLM (mail, navigateur,
console, ...)
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Intégration dans un système complexe

Order
entry LLM

Num

Targeted Marketing

LLM

NumROI

Num

WWW
DataBases

Prospecting
Liste de prospects

Traitement des emails,
identification des
besoins

Interaction avec l’ERP
⇒ bases de
propositions

Tarification

Rédaction d’une
proposition
commerciale
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De la Chain-of-Thought aux actions

1 Chain-of-Thought / Toolformer

2 Des réponses textuelles à l’information structurée

3 LLM juge (LLM as a judge) / réflexivité + boucle d’amélioration

4 Parallélisme

5 MCP / actions

Question : [...] +
think step by step

Scheduling : 
step 1 + step 2 + ...
Answer:
[...]

Question : [...] 

Answer :
[...] <CALC> 40 * 12%
</CALC> [...]

External tools

invocation
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De la Chain-of-Thought aux actions

1 Chain-of-Thought / Toolformer
2 Des réponses textuelles à l’information structurée

3 LLM juge (LLM as a judge) / réflexivité + boucle d’amélioration
4 Parallélisme
5 MCP / actions

Question : [...] +
answer = JSON format
+ specifications

Num
Compatible

with other

systems
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De la Chain-of-Thought aux actions

1 Chain-of-Thought / Toolformer
2 Des réponses textuelles à l’information structurée

3 LLM juge (LLM as a judge) / réflexivité + boucle d’amélioration
4 Parallélisme
5 MCP / actions

Question : [...] +
answer = JSON format
+ specifications

Num
Compatible

with other

systems

Standardized
input / ouptut

MCP protocol
Question + JSON = optimal query to API
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De la Chain-of-Thought aux actions

1 Chain-of-Thought / Toolformer
2 Des réponses textuelles à l’information structurée
3 LLM juge (LLM as a judge) / réflexivité + boucle d’amélioration

4 Parallélisme
5 MCP / actions

Question : [...] 

Answer : [...]

Check : strengths,
weaknesses, rating, ...

Ask again

Judge
39/60
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De la Chain-of-Thought aux actions

1 Chain-of-Thought / Toolformer
2 Des réponses textuelles à l’information structurée
3 LLM juge (LLM as a judge) / réflexivité + boucle d’amélioration
4 Parallélisme

5 MCP / actions

Question : assess
all files according
to this eval. grid

Scheduling : 

Answer 1

Answer 2

Answer n
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De la Chain-of-Thought aux actions

1 Chain-of-Thought / Toolformer
2 Des réponses textuelles à l’information structurée
3 LLM juge (LLM as a judge) / réflexivité + boucle d’amélioration
4 Parallélisme
5 MCP / actions

Question : [...] 

Scheduling :
- Tasks
- Ressources 
[...]

Multi-Turn

Local
assessments

Check
specifications

Web

BD

Specific
sources

Files

Mails

Terminal

MCP

MCP

39/60



Intro TALN chatGPT Limites Usages Extr. info. Approches Évaluation Concl.

De l’importance du Harnais
LLM alone

it knows the XML syntax... but never sees the result

Question : draw a figure
explaining [...]

Answer :
<mxfile>

<mxCell value="..."/>

[...]

</mxfile>

one shot,
no feedback

The model receives the user request, then
it processes the input tokens through many
layers of attention and feed-forward
networks in order to produce...

Step 2: the output of the previous
component (see above) is aggregated with
the context and transformed by the decoder,
which generates the next token, which is
appended to the sequence, which...

Output layer (softmax over the
vocabulary, temperature, top-k, top-
p, beam search, sampling...)

Note: this diagram shows the global architecture.
Each block corresponds to a sub-module described
in detail in the text; arrows represent the
information flow between modules and between the
different steps of the process, including feedback...

data flow (tokens, embeddings, hidden states)

feedback / loss / gradient

Legend: blue = input, yellow
= processing, green = output,
red = notes (see text for
details)

text-heavy, overlaps, unreadable

LLM + harness
render, look, fix: generation becomes a loop

Question : draw a figure
explaining [...]

Harness
Answer :
<mxfile>[...]

</mxfile>

Render
draw.io → PNG

tool call

Look : overlaps? too much
text? readable? ...

Vision

image

Fix

when OK

Input Output

clear, checked, polished

★

★

★

★

★ ★

★ ★

System

Stacks Constraints
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Positionnement par rapport aux outils

1. Usage direct — interaction manuelle, une question à la fois

Quels sont les 14 allergènes
alimentaires à déclarer ?

LLM

Les 14 allergènes majeurs sont : gluten, crustacés,
œufs, poissons, arachides, soja, lait, fruits à coque,
céleri, moutarde, sésame, sulfites, lupin,
mollusques.

question (prompt)

2. LLM intégré dans une chaîne de traitement — traitement automatique de N documents

Corpus
(pdf, txt, html…)

# script.py
for doc in corpus:
    txt  = extraire(doc)
    rep  = llm(prompt + txt)
    data = json.loads(rep)
    ranger(doc, data)

Python

développe
LLM

prompt +
document réponse JSON

Classement des documents

Rapports d'analyse (12)

Articles scientifiques (35)

Fiches produit (8)

Informations extraites

Document Produit Allergènes Année
doc_001.pdf Biscuit gluten, lait 2024
doc_002.pdf Sauce moutarde 2023
… … … …
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Knowledge Base building = Information Extraction

Base exploitable par les
ordinateurs

RDF / SparQL
Google Knowledge Graph

Idée:
Construire une base exploitable
automatiquement

A partir de textes bruts

⇒ NER, Relation Extr.,
End to End Relation Extr.
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Entités + relations ⇒ nécessaire mais insuffisant

Extraire des mentions ̸= construire une base de connaissances exploitable

Normalisation : variantes de surface
→ forme canonique
PM, premier ministre, chef du gouvernement

Liage d’entités (entity linking) :
mention → entrée unique d’une KB
MeSH, UMLS, Wikidata

”Paris” → Paris, France (Q90) vs Paris, Texas

Lissage sur graphe : exploiter le
voisinage (thésaurus, document, KG)
pour désambigüıser

Problèmes connexes : co-références
⇒ propagation des erreurs

Michael Jordan

Michael JordanMichael Jordan

Michael Jordan

Which university is the professor
Michael Jordan affiliated with?Michael Jordan
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problem and propose a simple architecture, ED-GNN, which not
only collectively learns the contextual information and structural
interdependence of entity mentions in the given text snippets, but
also captures discriminative contextual information of entities in a
medical KB. We target the medical domain because medical KBs
contain deep and �ne-grained knowledge, which is re�ected by
their rich hierarchical structure and vocabularies that can be uti-
lized by our ED-GNN. Note that ED-GNN could be applied to other
domain-speci�c or cross-domain KBs as well, if they contain similar
contextual or structural characteristics as the medical ones.

We propose two optimizations for ED-GNN to further improve
its disambiguation capability. First, after constructing a query graph
(representing the entity mentions in a text snippet), ED-GNN aug-
ments this graph with domain knowledge from the medical KB.
Consider the text snippet “Aspirin can cause nausea indicating a po-
tential ARF, nephrotoxicity, and proteinuria”. The abbreviation “ARF”
is a mention that could refer to the entities “acute renal failure” or
“acute respiratory failure” in the medical KB. Leveraging the domain
knowledge from the medical KB (i.e., that “nephrotoxicity” and “pro-
teinuria” are adverse e�ects of Aspirin), ED-GNN understands that
“ARF” is in the context of Aspirin’s adverse e�ects. Hence, “acute
renal failure” is identi�ed as the matching entity, even though the
abbreviation of “acute respiratory failure” is also “ARF”.

Second, ED-GNN is equipped with an e�ective negative sam-
pling strategy, which challenges ED-GNN to learn from di�cult
samples to improve the model’s disambiguation capability. Assume
that we have picked up (“ARF”, “acute renal failure” ) as a positive
training example. Following convention [53], we sample negative
examples by replacing “acute renal failure” from the above positive
example. Then (“ARF”, “chronic renal failure” ) is a di�cult negative
sample as the lexical similarity between “chronic renal failure” and
“acute renal failure” is high. Another di�cult negative sample can
be (“ARF”, “gastroenteritis” ) since “gastroenteritis” shares several
common neighbors with “acute renal failure” in the medical KB.
ED-GNN can more e�ectively learn from the above negative sam-
ples to reach the desired accuracy, compared to the commonly used
random negative sampling [20] that replaces “acute renal failure”
with a random entity (e.g., “fever” ) in the medical KB.

Contributions. We highlight our main contributions as follows:

• We present ED-GNN, a novel medical ED solution, based on graph
neural networks (GNNs) such as GraphSAGE [16], R-GCN [37],
and MAGNN [12]. We model ED as a graph matching problem
to leverage such GNNs with a simple architecture.

• We develop two optimization techniques to further improve ED-
GNN’s disambiguation capability. First, we construct the query
graph and augment it with domain knowledge from the medical
KB. This helps ED-GNN focus on the right structural information
from the query graph for making the matching decisions. Second,
we design an e�ective negative sampling strategy, which provides
ED-GNN with harder examples, resulting in more discriminative
power for entity disambiguation.

• We evaluate the e�ectiveness of ED-GNN on multiple real-world
datasets. Our experimental results show that ED-GNN consis-
tently outperforms the state-of-the-art ED solutions in all datasets
by up to 16.4% in F1 score. Furthermore, we evaluate the two

optimization techniques in ED-GNN and show that both of them
lead to performance improvements.
Outline. The rest of the paper is organized as follows. Section 2

introduces the basic notation, brie�y describes a family of GNNs,
and overviews the architecture of ED-GNN. Section 3 describes the
two optimization techniques designed for ED-GNN. We present
our experiments in Section 4, review related work in Section 5, and
conclude in Section 6.

2 BACKGROUND AND ARCHITECTURE
De�nition 2.1. (Heterogeneous Graph) We de�ne a heteroge-

neous graph as a graph G = (V , E) associated with a node type
mapping function q : V 7! T and an edge type mapping function
k : E 7! R, where T and R denote the sets of node types and edge
types, respectively, with |T | + |R | > 2.

Figure 1 shows a toy example of a heterogeneous graph con-
structed from a medical KB. The node types are Drug (blue nodes),
AdverseE�ect (green nodes), Symptom (purple nodes), and Finding
(orange nodes). The edge types are TREAT, CAUSE, INDICATE,
as well as HAS. Besides, all these nodes are associated with de-
scriptions (e.g., Aspirin, headache, nausea, and fever). In this work,
we model both a medical KB and a text snippet as heterogeneous
graphs, such that we cast medical ED as a binary classi�cation
problem using the expressive power of heterogeneous GNNs.

Figure 1: A toy heterogeneous graph (best viewed in color).

De�nition 2.2. (Heterogeneous Graph Embedding) Given a het-
erogeneous graph G = (V , E), with node attribute matrices �)8 2
R |V)8 |⇥3)8 for node types )8 2 T , a heterogeneous graph embed-
ding is a 3-dimensional node representation (a.k.a. embedding) for
all E 2 V with 3 ⌧ |V|, which captures the network structural
and semantic information in G.

2.1 Graph Neural Networks
In recent years, Graph Neural Networks (GNNs) have been inten-
sively studied and shown e�ective for various graph mining and
analytical tasks, including node classi�cation, link predication, and
graph matching. Their ability to combine structural information and
semantic features is essential to our ED task. In ED-GNN, we em-
ploy three representative approaches, including GraphSAGE [16],
R-GCN [37] and MAGNN [12]. GraphSAGE is a seminal message-
passing GNN, which employs the general notion of aggregator
functions for e�cient generation of node embeddings. R-GCN is a
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Une autre formulation : Question Answering

Les modèles de langue répondent aux questions... Dans un certain contexte :)

Passage fourni + question

Réponse = segment du passage
(début, fin) ⇒ le modèle pointe, il ne

produit pas

Est-ce une alternative aux KB ?

Rajpurkar et al., ACL 2018
Know What You Don’t Know: Unanswerable Questions for SQuAD
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Une autre formulation : Question Answering

Du QA au RAG : le passage n’est plus fourni

RAG = recherche (retriever) + QA génératif (LLM)

Indexer les embeddings des
passages ⇒ recherche de plus
proches voisins

1 paragraphe → 103–109

documents

Réponse = synthèse citée
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À vous : formaliser votre problématique

À partir de [quel corpus ?], extraire [quoi ?]
pour [quel usage ?], évalué par [quel critère ?], sur [quelles étiquettes ?]

Données : type de documents,
volume, langue(s), format (PDF,
scans, tableaux...)

Cible : entités ? relations ? attributs,
valeurs numériques, événements ?

Référentiel : thésaurus, ontologie,
KB existante ?
⇒ normalisation, liage

Formulation : base structurée (IE) ou
réponse à des questions (QA / RAG) ?

Performances : précision ou rappel ?
Qui utilise le résultat ?

Vérité terrain : avez-vous des
exemples annotés ?
Combien pouvez-vous en produire ?

Écrivez un exemple concret : un texte → la sortie attendue
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Deux familles de modèles

Encodeurs (BERT, 2018)

Texte → classification
(de la phrase, de chaque mot)

Petits modèles, rapides

Nécessitent des données annotées

the cat sat on the mat

Self-attention
Matrix

Positional
embedding

Fully Connected

Génératifs (GPT, LLM)

Texte → texte

Gros modèles, coûteux

Utilisables (presque) sans
entrâınement

Find entities in 

JFK was assassinated in
Dallas in 1963

LLM

Here are the entities 
JFK → Person
Dallas → Location (City)
1963 → Date/Year
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Encodeurs : pré-entrâınement puis tâche cible

Pré-entrâınement :
masquage de mots

JFK died in 1963, he was assassinated in Dallas

C
LS

LLM

MLP

Token
representation

Contextual
representation

mask

Word
prediction
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Encodeurs : pré-entrâınement puis tâche cible

Entités nommées =
classification de chaque
mot

JFK died in 1963, he was assassinated in Dallas

C
LS

LLM

MLP

Pe
rso

n

Da
te

Pl
ac

e

RE
LA

TI
ON

Token
representation

Contextual
representation
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Encodeurs : pré-entrâınement puis tâche cible

Relations = classification
de chaque couple d’entités

Hyp : une relation par
couple

Représentation par
morceaux (PCNN)

MLP

Pe
rso

n

Da
te

Pl
ac
e

Relation
prediction
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Génératifs : nouvelle formulation, nouvelles questions

Find entities in 

JFK was assassinated in
Dallas in 1963

LLM

Here are the entities 
JFK → Person
Dallas → Location (City)
1963 → Date/Year

Évaluation : localisation des entités ? reformulations ? sur-détection ?

Contraindre le format : JSON... et uniquement JSON

⇒ châıne de traitement : OCR, LLM, parsing, métriques
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Génératifs : nouvelle formulation, nouvelles questions

Find entities 

JFK was assassinated in
Dallas in 1963

LLM

[
  {
    "entity": "JFK",
    "type": "Person"
  },
  {
    "entity": "Dallas",
    "type": "Location"
  },
  {
    "entity": "1963",
    "type": "Date"
  }
]

& return in JSON

Évaluation : localisation des entités ? reformulations ? sur-détection ?
Contraindre le format : JSON... et uniquement JSON
⇒ châıne de traitement : OCR, LLM, parsing, métriques 48/60
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Sans entrâınement : zero-shot, prompting, few-shot

Zero-shot : la tâche est-elle vraiment nouvelle ? (risque de contamination)

Prompting : la manière de poser la question impacte la performance

Few-shot : quelques exemples (entrée ⇔ sortie) dans le prompt
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Sans entrâınement : zero-shot, prompting, few-shot

Zero-shot : la tâche est-elle vraiment nouvelle ? (risque de contamination)
Prompting : la manière de poser la question impacte la performance

Few-shot : quelques exemples (entrée ⇔ sortie) dans le prompt

ROLE

TASK

Class DEF

Format

Supp.
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Fine-tuning : spécialiser un modèle

the cat sat on the mat

C
LS

BERT (encoder)

Token
embeddings

MLP

IOBES

MLP

Sentence level
classification

Contextualized
embeddings

ma
sk

word prediction
(classif.)

Supervision : X textes, Y cibles

Ajuster W t.q. fW (X ) ≈ Y

Encodeur : classifieur sur les mots

Génératif : apprendre à générer la vérité
terrain

Un petit modèle spécialisé peut-il battre un
gros LLM ?
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Fine-tuning efficace

1 Dernière couche seulement, peu
d’époques

2 Adapter

3 Prompt Tuning

4 Low Rank Adaptation (LoRA)

Oubli catastrophique
Apprendre une nouvelle tâche...
oublier les bases ?

It's raining cats and dogs

Transformer
block

Transformer
block

...

Attn

MLP

word
prediction
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Fine-tuning efficace

1 Dernière couche seulement, peu
d’époques

2 Adapter

3 Prompt Tuning

4 Low Rank Adaptation (LoRA)

Oubli catastrophique
Apprendre une nouvelle tâche...
oublier les bases ?

It's raining cats and dogs

Transformer
block

...

Attn

MLP

ADAPTER

ADAPTER

word
prediction
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Fine-tuning efficace

1 Dernière couche seulement, peu
d’époques

2 Adapter

3 Prompt Tuning

4 Low Rank Adaptation (LoRA)

Oubli catastrophique
Apprendre une nouvelle tâche...
oublier les bases ?

It's raining cats and dogs

Transformer
block

...

Attn

MLP

Word
prediction

Task=word
type prediction
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Fine-tuning efficace

1 Dernière couche seulement, peu
d’époques

2 Adapter

3 Prompt Tuning

4 Low Rank Adaptation (LoRA)

Oubli catastrophique
Apprendre une nouvelle tâche...
oublier les bases ?

It's raining cats and dogs

Transformer
block

Transformer
block

...

Attn

MLP

word
prediction

B

A

LoRA = 
Low Rank approximation
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Fine-tuning efficace

1 Dernière couche seulement, peu
d’époques

2 Adapter

3 Prompt Tuning

4 Low Rank Adaptation (LoRA)

Oubli catastrophique
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Quelle stratégie choisir ?

Données annotées Coût Contrôle
LLM zero-shot / prompting aucune ↗ (inférence) faible
LLM few-shot quelques ex. ↗ (inférence) moyen
Encodeur fine-tuné ∼ centaines+ faible (entrain.) fort
LLM + LoRA ∼ centaines+ moyen (entrain.) fort

Dans tous les cas : il faut des données annotées... au moins pour évaluer !
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De plus en plus de sorties textuelles

L’émergence des LLM pousse à redéfinir des tâches comme des tâches génératives

Find entities in 

JFK was assassinated in
Dallas in 1963

LLM

Here are the entities 
JFK → Person
Dallas → Location (City)
1963 → Date/Year

⇒ Mais comment exploiter le texte en
sortie?

Contraindre la sortie en JSON

Ré-analyser la sortie textuelle (de
nouveau avec un LLM?)

JFK died in 1963, he was assassinated in Dallas

C
LS

LLM

MLP

Pe
rso

n

Da
te

Pl
ac

e

RE
LA

TI
ON

Token
representation

Contextual
representation
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NLI: Natural Language Inference

Question: est ce que la réponse du LLM correspond à la vérité terrrain?

Lien avec une problématique
historique en NLP:
Natural Language Inference
(NLI)

⇒ Est ce que la réponse est impliquée par la vérité terrain?

54/60



Intro TALN chatGPT Limites Usages Extr. info. Approches Évaluation Concl.

NLI: Natural Language Inference

Question: est ce que la réponse du LLM correspond à la vérité terrrain?

Dans le cas d’une transformation en informations élémentaires (statements),
comment les valider?
[Résolution de coréférence, ≈ extraction de triplets... Dans le domaine textuel]

⇒ Utilisation de modèles déjà entrainés sur la tâche (RoBerta, ...)
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LLM as a judge: la reflexivité des LLM

Question
utilisateur

Tâche
LLM 

Résumé,
extraction,

...

Réponse du
LLM

LLM as a judge

Vérité terrain
Validation,
explication,

quantification

La performance du LLM n’est pas symmétrique... Surtout si on ne lui
demande pas la même chose (connaissances paramétriques vs analyse
comparée de texte pour la validation)
Quid du coût de la sratégie?
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Évaluation de résumés automatique
SEval-Ex 3

Fig. 1. SEval-Ex evaluation pipeline. First, an LLM extract statements during the (1)
Statement Extraction phase, then during (2) Verdict Reasoning phase, an LLM labels
the statements. Finally, a (3) parser extract the confusion matrix that made the score.

reference texts. While these metrics are computationally efficient and offer struc-
tural interpretability through visible lexical overlap, they exhibit significant lim-
itations. Notably, they inadequately handle paraphrasing and synonymy, fail to
capture deeper semantic equivalence, and overly depend on exact word matching.

Embedding-based Approaches The introduction of contextual embeddings,
such as those from BERT [3], facilitated the development of more sophisticated
evaluation metrics that aim to capture semantic similarity beyond surface lex-
ical overlap. Metrics like BERTScore [21] compute similarity scores based on
token embeddings, while MoverScore [22] employs Earth Mover’s Distance to
compare distributions of embeddings between the candidate and reference texts.
Despite these advancements, BERTScore has revealed significant limitations [8].
Specifically, embedding-based approaches may provide a coarse-grained semantic
representation that overlooks nuanced differences, making them less sensitive to
minor errors, especially when the candidate text is lexically or stylistically simi-
lar to the reference. This insensitivity can result in misleadingly high similarity
scores despite critical differences in meaning.

Task-specific Evaluation Frameworks To address the unique challenges of
summarization evaluation, specialized frameworks have been developed that fo-
cus on specific aspects such as factual consistency and overall quality. For in-
stance, FactCC [11] employs natural language inference (NLI) models to de-
tect factual inconsistencies between the summary and the source text. Similarly,
QAGS [20] and QuestEval [17] utilize question answering techniques to verify
factual accuracy by generating and answering questions derived from the sum-
maries and source documents.

⇒ À la fin, nous ne transformons pas le texte original
⇒ Nous effectuons l’extraction des informations atomiques sur le résumé

SEval-Ex: A Statement-Level Framework for Explainable Summarization Evaluation Herserant et al.; PAKDD

2025
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Évaluation de résumés automatique

8 T. Herserant and V. Guigue

Comparison with Existing Approaches Table 2 reveals several key insights
about summarization evaluation approaches:
Traditional Metrics: N-gram based approaches (ROUGE family) show consis-
tently poor correlation across all dimensions (0.11-0.19), but can be interpretable.
Semantic Metrics: Despite sophisticated embedding spaces, BERTScore and
MOVERScore, which are black-box, achieve limited consistency correlation (0.11-
0.16). QuestEval have a significant improvement (0.306) but, based on generated
questions and generated answers, the explainability is controversial.
LLM-based Methods: While general-purpose LLM evaluators like G-Eval show
strong performance across all dimensions (0.52-0.58) but are expensive to run
and still black box. Our specialized approach achieves superior consistency cor-
relation (0.58 vs 0.52) with interpretability.

Table 2. Spearman correlation comparison of our approach against other summariza-
tion metrics on SummEval dataset

Architecture Metric Fluency Consistency Coherence Relevance Average
GPT4 G-Eval (Best) 0.455 0.507 0.582 0.547 0.523
GPT3 GPTScore 0.403 0.449 0.434 0.381 0.417

n-gram
ROUGE-1 0.115 0.160 0.167 0.326 0.192
ROUGE-2 0.159 0.187 0.184 0.290 0.205
ROUGE-L 0.105 0.115 0.128 0.311 0.165

Embedding based
BERTScore 0.193 0.110 0.284 0.312 0.225
MOVERScore 0.129 0.157 0.159 0.318 0.191
BARTScore 0.356 0.382 0.448 0.356 0.385

T5
QuestEval 0.228 0.306 0.182 0.268 0,246
UniEval 0.449 0.446 0.575 0.426 0.474

qwen2.5:72b SEval-Ex 0.351 0.580 0.264 0.300 0.373

These results validate our key design principle: by focusing specifically on
consistency evaluation and implementing direct source comparison, we can sur-
pass even sophisticated LLM-based approaches on this crucial dimension. The
lower performance on other aspects is an expected trade-off of this specialized
design, suggesting that comprehensive summarization evaluation may require
combining multiple specialized metrics.

4.2 Hallucination Detection Analysis

An hallucination is an AI generative content that appears plausible but is not
supported by facts [9], it can happen with all LLM. As hallucinations represent
a critical quality issue in generated text, a reliable consistency evaluation metric
should show sensitivity to their presence, demonstrating lower correlation scores
when hallucinations are present in the summary. To evaluate our metric’s robust-
ness against different types of hallucinations, we conducted a systematic analysis

SEval-Ex: A Statement-Level Framework for Explainable Summarization Evaluation Herserant et al.; PAKDD

2025
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Generative AI : new opportunities at a cost

LLM cost >> encoders (>> CRF / trad. ML >> classical lexical rules)

Paying for extraction or for development?

New formulations ⇒ new metrics ⇒ how to evaluate properly?

Above which threshold the systems are useful? Autonomously useful?

What about a system that would be able to extract statements?
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Sous quelle forme stocker les connaissances?

Language Models as Knowledge Bases?

Fabio Petroni1 Tim Rocktäschel1,2 Patrick Lewis1,2 Anton Bakhtin1

Yuxiang Wu1,2 Alexander H. Miller1 Sebastian Riedel1,2

1Facebook AI Research
2University College London

{fabiopetroni, rockt, plewis, yolo, yuxiangwu, ahm, sriedel}@fb.com

Abstract

Recent progress in pretraining language mod-
els on large textual corpora led to a surge
of improvements for downstream NLP tasks.
Whilst learning linguistic knowledge, these
models may also be storing relational knowl-
edge present in the training data, and may
be able to answer queries structured as “fill-
in-the-blank” cloze statements. Language
models have many advantages over structured
knowledge bases: they require no schema en-
gineering, allow practitioners to query about
an open class of relations, are easy to extend to
more data, and require no human supervision
to train. We present an in-depth analysis of the
relational knowledge already present (without
fine-tuning) in a wide range of state-of-the-
art pretrained language models. We find that
(i) without fine-tuning, BERT contains rela-
tional knowledge competitive with traditional
NLP methods that have some access to ora-
cle knowledge, (ii) BERT also does remark-
ably well on open-domain question answer-
ing against a supervised baseline, and (iii) cer-
tain types of factual knowledge are learned
much more readily than others by standard lan-
guage model pretraining approaches. The sur-
prisingly strong ability of these models to re-
call factual knowledge without any fine-tuning
demonstrates their potential as unsupervised
open-domain QA systems. The code to re-
produce our analysis is available at https:
//github.com/facebookresearch/LAMA.

1 Introduction

Recently, pretrained high-capacity language mod-
els such as ELMo (Peters et al., 2018a) and BERT
(Devlin et al., 2018a) have become increasingly
important in NLP. They are optimised to either
predict the next word in a sequence or some
masked word anywhere in a given sequence (e.g.
“Dante was born in [Mask] in the year 1265.”).
The parameters of these models appear to store

Memory Query Answer

Symbolic
Memory Access

Neural LM
Memory Access

(Dante, born-in, X)

“Dante was born in [Mask].”

Dante

Florence

born-in

Florence

Florence

KG

LM

e.g. ELMo/BERT

Figure 1: Querying knowledge bases (KB) and lan-
guage models (LM) for factual knowledge.

vast amounts of linguistic knowledge (Peters et al.,
2018b; Goldberg, 2019; Tenney et al., 2019) use-
ful for downstream tasks. This knowledge is
usually accessed either by conditioning on latent
context representations produced by the original
model or by using the original model weights to
initialize a task-specific model which is then fur-
ther fine-tuned. This type of knowledge transfer
is crucial for current state-of-the-art results on a
wide range of tasks.

In contrast, knowledge bases are e↵ective so-
lutions for accessing annotated gold-standard re-
lational data by enabling queries such as (Dante,
born-in, X). However, in practice we often need
to extract relational data from text or other modal-
ities to populate these knowledge bases. This
requires complex NLP pipelines involving entity
extraction, coreference resolution, entity linking
and relation extraction (Surdeanu and Ji, 2014)—
components that often need supervised data and
fixed schemas. Moreover, errors can easily prop-
agate and accumulate throughout the pipeline. In-
stead, we could attempt to query neural language
models for relational data by asking them to fill in
masked tokens in sequences like “Dante was born
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Exhaustivité? Rapidité?

Fiabilité? Raisonnement?

⇒ Toujours réfléchir par rapport au
cahier des charges des utilisateurs

Language Models as Knowledge Bases?, EMNLP 2019, Petroni et al.
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Comment évaluer les modèles de langue?

Comment évaluer la qualité d’un texte ou d’une image générée ?
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Conclusion et perspective

LLM + Instruction = le début d’un mouvement

Objet de recherche dépassé par les usages

Des technologies chères (mais un coût en baisse)

Ressources disponibles: Jean Zay

Des limites critiques:

Evaluation
Controle / garantie sur la génération
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